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Abstract their amino acid sequences as a result of functional con-
Motivation: To maximize the chances of biological dis-straints that have persisted in evolution. Information transfer

covery, homology searching must use an up-to-date colleBy homology has two practical limitations. The deduced in-
tion of sequences. However, the available sequence daf@rmation can only be as good as the original functional an-
bases are growing rapidly and are partially redundant innotation in the search database, and can only be comprehen-
content. This leads to increasing strain on CPU resourcesive if the search database covers all currently known se-
and decreasing density of first-hand annotation. quences.

Results:These problems are addressed by clustering closelylnteresting sequence similarities occur in the entire interval
similar sequences to yield a covering of sequence space fsgm 0 to 100% sequence identity, but the database has an
a representative subset of sequences. No pair of sequences\vrrabundance of very closely related sequences (e.g. above
the representative set has >90% mutual sequence identi§0% sequence identity). This uneven distribution of se-
The representative set is derived by an exhaustive search fprences in sequence space is due to research bias [leading to
close similarities in the sequence database in which the nepdrticular overrepresentation of, for example, HIV, the RU-
for explicit sequence alignment is significantly reduced bISCO enzyme (alias ribulose-bisphosphate-carboxylase/
applying deca- and pentapeptide composition filters. Thexygenase), inmunoglobulins, cytochrotmand hepatitis
algorithm was applied to the union of the Swissprotyirus] and the existence of clusters of closely related se-
Swissnew, Trembl, Tremblnew, Genbank, PIR, Wormpep agdences from multigene families and from different species
PDB databases. The all-against-all comparison required ter organisms. As well as slowing down database searches
generate a representative set at 90% sequence identity wasing, for example, Blast (Altschit al, 1997) or Fasta
accomplished in 2 days CPU time, and the removal gPearson and Lipman, 1988), long lists of similar or identical
fragments and close similarities yielded a size reduction (ﬁ”gnments can obscure novel matches in the output. A more
46%, from 260 000 unique sequences to 140 000 represenggen sampling of sequence space would lead to short and
tive sequences. The practical implications are (i) fasteglean output listings from database searches without repeti-
homology searches using, for example, Fasta or Blast, aqgn of redundant hits. Here, we use the concept of a repre-
(ii) unified annotation for all sequences clustered around &entative set to obtain a complete covering of sequence space
representative. As tens of.thousands o_f sequence searches@fe hiding redundant sequences (but not their functional
performed daily world-wide, appropriate use of the nonyescription) from view. A representative set is a subset of the
redundant database can lead to major savings in cCOMputgguence database that contains no neighbours (properly de-
resources, without loss of efficacy. fined), and every sequence in the complement of this subset

Availability: ‘A regularly updated non-redundant protein eqyndant sequences) is a neighbour of at least one repre-
sequence database (nrdb90), a server for homology searchgsg,;tive.

against nrdb90, and a Perl script (nrdb90.pl) implementing o partial solution to the redundancy problem is to merge

the ) algorithm are available for academic use fromsequences that are exact duplicates of one another. The nrdb
?;t(t)?]t/é mfggéﬁgﬁgﬁkggm/ nrdb90. program from NCBI (ftp://ncbi.nim.nih.gov/pub/nrdb/) uses

: o checksums computed from the sequence as addresses in a
32-bit hash table; a single pass of the sequence set and one
look-up in the hash table suffice to determine whether an
Sequence similarity searching is the most powerful tool tilentical sequence has already been encountered. For
predict the function of anonymous gene products that congxample, the GeneQuiz system (Scleael, 1994) searches
out of genome sequencing projects. The idea is simple: funagainst the union of Swissprot (full release), Swissnew (daily
tional information can be transferred between homologouacrements), Trembl (translation of EMBL nucleotide se-
proteins, which carry the memory of common ancestry iquence database), Tremblnew, Genbank translations, PIR,
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Wormpep (nematode genome sequencing project) and PRBiences from the database are processed in order of decreas-
(known structures). Running the nrdb program on this comng length. Each query sequence from the database is com-
bined database only takes 10 min on a single RISC CPU apdred to all previous representatives. If a similarity exceed-
reduces its size by a factor of 2.9, i.e. from 750 000 to 266ag the threshold of 90% identity is found, then the query is
000. redundant with respect to the representative. If the query is
Even after the removal of exact duplicates, much reduniique, itis added to the representative set. Sequence identity
dancy remains. Algorithmically, the search for similarities iss defined as seen from the query sequence. Owing to the
a much more complex problem than the detection of exalgngth sorting, query sequences are only compared to longer
duplicates. Complete dynamic programming alignment igepresentatives. Consequently, each redundant sequence is
one of the most sensitive alternatives, but is costly in conzontained in the representative so that >90% of the residues
puter time. For speed, most database search algorithm® identically aligned.
(Pearson and Lipman, 1988; Califano and Rigoutsos, 1993:The outcome of the selection process is deterministic for
Altschul et al, 1997) therefore first filter the database bya given ordering of the sequences in the input database. A
matching short words (alias ktuples). The rationale is thamique ordering of the input database is imposed by sorting
overall similar sequences are likely to share a fair number tfe sequences first by length and then alphabetically within
identical ktuples. The ktuple matching approach is ideallgach length bin.
suited for the detection of very closely related sequences. For
example, the OWL non-redundant composite protein dat@I Il pairwi .
base allows one mismatch in a segment of 30 residues -on-afl pairwise comparison

tween redundant sequences (Bleasby and Wootton, 199y, p, i yp the representative set, the algorithm needs effec-
the CLEANUP program for removing redundancies fromy e}, o perform an all-on-all comparison of the sequence
nucleic acids datasets uses a threshold of seven out of eiglif;jase Potential pairwise similarities above the threshold
matching n_ucleot|deso (Grillet al, 1996), and the SWIR 16 qetected using three filters. The filters are designed to be
database aims at 95% sequence identity using a bit-veclQiha stive (no false negatives), yet to be effective in pruning
representation of 2tuples as a_heqnstlc filter (P.M.Rice ang,5;ch space (eliminate plenty of obvious negatives). The
R.D.Durbin, personal communication). , filters are increasingly expensive, but are applied to a de-
We have developed an exhaustive search algorithm ba ;
on exact bounds that relate similarities in ktuple compositiogequence pairs lacking a common decapeptide. The second
to pairwise sequence identity. Despite carrying out an jeer further excludes any pairs that have <50% common
haustive search, the algorithm is sufficiently fast for practic ntapeptides. These peptide composition filters are im-
applications involving datasets of several hundred thousangh 1anted using look-up tables which makes them quite fast

protein sequences. The threshold between sequence neighy,rge datasets. The third and final filter excludes pairs with
bours and non-neighbours is somewhat subjective and dggg, jgentity based on explicit sequence alignment. Details

pends on the application. For simplicity, we set the thresho|dq,,4ing informal proofs for the peptide composition filters
to 90% sequence identity in the current implementation. F@g ;.

the nrdb database, application of our algorithm yields
140 000 clusters of sequences. The sequences in one cluster
typically have a common biological function. Our algorithmDecapeptide filter

uses a lower threshold than nrdb, OWL or SWIR, and conse- o o
quently yields a smaller (yet complete) non-redundant pro-he filters are based on the principle that similar sequences

tein database than these methods, and a larger speed-up/fBid Similar ktuple compositions. For generality, a ktuple is
database searching. Looking ahead, the clustering of <#&fined here as a subsequence of the query sequence that
quences into homologous families will also be a step towarg@Ntainsk match positions in a window wfresidues (& k<

resolving the problem of consistent annotation of anonyd)- Forexample, v = 3andk = 2, the sequencéCEgener-
mous sequences. ates the tuplesCE AXEandACx wherex is a placeholder

accepting any amino acid. We will first derive a lower bound

Methods glr:asequence identity when there is at least one matching ktu-

Representative set Residue mismatches can be due to amino acid substitutions
or insertions/deletions (gaps) in the optimal alignment (Fig-

There are many ways to select a representative set, and thg€1). The lengtt_ of the query sequence is not necessarily
are many selections that satisfy the criteria of a representatiygnytiple ofw:

set. Here, we generate a representative set based on a greedy
incremental algorithm (Hobohrat al, 1992). Briefly, se- L=aw+b O=sb<w (@)}
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.THESIRINC. .. .  THE-THING... Pentapeptide filter

—— ‘:': — Let us next derive a lower bound on the number of matching
M T mmmm  Emmm —— mmmma|  (UPles at a given level of effective sequence ideptibe-
] [ J =— tween two aligned sequences. The query sequence is covered

byT=(L-w+ 1)(}2’__ 11) + w — k ktuples. Each resi-

Fig. 1. Searching for close similarities by filtering on peptide due mlsmatc_h affects any ktuples spanning the position ex-
composition. The generation of a representative set requires aﬁ:ept those with a placeholder at that position. The number of

effective all-on-all pairwise comparison of the database to identify Mismatched ktuplesi is:
neighbours and non-neighbours. Explicit sequence alignment is 1
computationally expensive. Using table look-ups for comparing m< nk<\ll<v—_1) (5)
peptide compositions results in efficient pruning of search space.

Here, two pairwise alignments are shown with matching residues or Substituting equation (3) yields—m=w—k + [L —w +

tetrapeptides (4tuples) in black and mismatching ones in white. The (W

number of mismatches in terms of sequence positions (columns) iy _ (1 —p)Lk] K — 11)_ The second filter of our algorithm

algebraically related to that in terms of peptides. This allows the
formulation of filters for the exclusion of dissimilar pairs at a given usesw = k = 5 andp = 90% yielding the lower bound of
sequence identity threshold (in this work: 90%) based on counts 00.5L — 4 matching tuples (whetle is the length of shorter
matching peptides. sequence).

Pairwise sequence alignment

The third filter uses the Smith and Waterman (1981) algo-
fithm which delineates biologically meaningful local align-
ments even if sequence lengths differ greatly. Briefly, the
alignment score is accumulated along a trace irNtié
alignment matrix (wher&l andM are the lengths of the se-
2) guences). A trace starts at a positive score and ends when the
alignment score no longer increases. In other words, trailing
(If b=k, the lower bound on required residue mismatches RdS with a negative net contribution to the alignment score
higher.) Let us define effective sequence iderptias: are cut off. The alignment parameters used were +1 for ident-
ities, —0.15 for amino acid substitutions, gap opening and
3) elongation penalties of (0, —1) for insertions in the query se-
guence and (—1,0) for deletions in the query sequence. (This
detects query sequences which are concatenated from frag-
ments of the representative such as S20898 in Table 3.) The
amino acid ambiguity codes BXZ always counted as a mis-
match. For speed, we used a heuristic that restricted the pair-
wise alignment to a small number of diagonals (sequence
offsets) with a high number of matching pentapeptides.
In the casev = k, equation (2) reduces e a, which yields Given the optimal alignment, sequence identity was com-
1 puted as the number of identities divided by the length of the

p= 1—lwhenn>aandp <1-1+lwhenn=a
k k * L ti:ery sequence so that at least 90% of any redundant se-

If no tuple matches, then every windewmust contain at
least v — k + 1) mismatched residues. Let the number o
mismatched residues in the query sequence As the se-
guence is covered by non-overlapping windows, we have

n=(w-k+ l)a

=1-n
p_l L

where the mismatch coumincludes substitutions and gaps.
Substituting equations (1) and (2) into equation (3) yields:

L

1
&+

six

p=

The first f|_|ter of our alg_onthm is based on exact matc;he uence must be identical with the representative sequence.
of decapeptides. Stated S|m_ply, asequence identity >90% is is more permissive than the effective sequence identity
tween two sequences requires the existence of at least St equations (1-5) which includes gaps. However, as any

pair of aligned decapeptides where the two decapeptides s are rare between close homologues, the difference is not
>90% identical to each other; this implies 100% identity fo nfgortant in practice gues,

deca- and shorter peptides. More precisely, the first filter uses
w =k = 10, yieldingp < 90%whenn > a. The equalityn =

a requires that the mismatches are homogeneously distri
uted at evenkth residue. In practice, this situation is only The algorithm was implemented in the Perl5 language (Walll
encountered with peptides shorter than 20 amino acids, fet al, 1996). The input is a sequence database. The output is
whichn = 1 yieldsp < 95%. a non-redundant sequence database (representatives) and a

gpplementation
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list of cluster memberships (redundant sequences may theeshold. The algorithm is efficient because the use of look-
neighbours of several representatives, but are listed with onlyp tables to compare protein peptide compositions elimin-
one). The sequence clusters centred around the represeatas the vast majority of dissimilar pairs before they are ever
tives are described by a simple functional summary usingompared by explicit alignment.
similar principles as in GeneQuiz (Schetrél, 1994). Incre- The algorithm was applied to four databases (TBbRe-
mental updates of the non-redundant database (nrdb90) stadving fragments and near neighbours, the nrdb90 algo-
from a previous clustering. rithm is more general but slower than the nrdb program from
The program, regular updates of the database, and a seM&BI (which only removes exact duplicates). Datasets of a
for similarity searches are available electronically for acafew thousand sequences are processed in a matter of minutes
demic use at http://www.embl-ebi.ac.uk6lm/nrdb90. (e.g. yeast; Tablg). Cleaning the nrdb dataset showed an
Commercial users should apply for a licence. overabundance of close variants. A total of 260 000 non-
identical sequences were reduced to 140 000 clusters, where
each cluster member is contained in the representative at
>90% sequence identity (see Tabler an example). Since
We have developed a complete and fast algorithm (nrdb9pdpular similarity search tools (e.g. Fasta, Blast) scan the
for removing near neighbours and fragments from large sdatabase sequentially, the smaller search database will lead
guence collections. The algorithm is not based on heuristids, substantial time savings in large-scale sequence analysis
but performs an exhaustive all-on-all comparison to generas&d compute services for sequence searches (e.g. Gene-
representative sets at an effective 90% sequence ident@uiz).

Results and discussion

Table 1.Benchmarks for generation of representative subsets at 90% sequence identity threshold

Database Sequences Clusters Redundancy (%) Pair alignments CPU time (hy
PDB 4575 2125 54 2793 0.12

Yeast 6 216 5983 4 345 0.33
Swissprot 34.0 58 804 47 580 19 18 166 5.2
nrdi¥ 260 754 141 338 46 308 780 50

aNumber of sequences excluding duplicates and sequences shorter than 10 amino acids.
bysing one MIPS R10000 processor (194 MHz) with 1 Gbyte main memory.
CUnion of Swissprot, Swissnew, Trembl, Tremblnew (Bairoch and Apweiler, 1996), Genpept, PIR, Wormpep and PDB (Beahsi&ii7).

Table 2. Redundant genes at 90% sequence identity threshold in the yeast genome @3 afieh896)

Representative Length of representative Cluster size Protein family

YHR214C-B 1793 61 TY1A/B

N2715 1810 27 TY2A/B

YGR296W 1859 22 Probable membrane protein
YAL068C 120 13 PAU1/2/4/6

YOR394W 164 10 PAU3/5

G5984 1547 5 TY3A/B

YJL113W 1803 4 TY4B

YGR287C 589 4 FSP2, alpha-d-glucosidase homolog
YDL245C 567 4 HXT13/15/16/17 hexose transporter
YNL336W 381 4 Hypothetical protein

YLR155C 362 4 ASP3

YDL244W 340 4 THI5 multigene family

The cleaning procedure yielded, additionally, 11 clusters with 3 members, 122 clusters with 2 members, and 5838 sinylqisot€hmes Bre transposable
elements.
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Table 3.Cluster of redundant sequences centred on human titin

p (%) Length nrdb entry Species

100 (repr) 26926 [:tremblX90569HSTITIN2B_1 gene: “titiff; H.sapiens mRNA for titin human
protein (clone hh1-hh54) //:$6005681212992 Protein sequence and
annotation available soon via Swiss-Prot; available at present via e-mail
from LABEIT@EMBL-Heidelberg.DE [Homo sapiens]

100 26926 [:pironl}f38344138344 titin - human human

94 6875 [:tremblX64696OCTITINR_1 product: “titir?; O.cuniculus mRNA for rabbit
titin //:gp|X646961208922 titin [Oryctolagus cuniculus]

95 6805 /:pironly520901S20901 titin - rabbit (fragment) rabbit

100 4731 /:pironly52089§520898 titin - human (fragments) human

99 4650 [:tremblX69490HSTITIN_1 gene: “titir¥; product: “titin’; H.sapiens  human
MRNA for titin //:gpX69490407139 titin [Homo sapiens]

99 3100 [tremblX64697HSTITINC3_1 product: “titiff; H.sapiens mRNA titin  human
(subclone C37) //:dK6469737195 titin [Homo sapiens]

95 1802 /:tremblU286570C28657_1 product: “titify Oryctolagus cuniculus  rabbit
cardiac titin mRNA, Z-line region, partial cds. //|g@86511145880
titin [Oryctolagus cuniculus]

99 1100 [:tremblX64699HSTITINC2_1 product: “titiri; H.sapiens mRNA titin human
(subclone C26/C18) //:¢x6469837193 titin [Homo sapiens]

96 1016 [:tremblX173290CTTNAB_1 product: “Titin (1016 AA); Rabbit rabbit
mRNA for titin (partial) (A-band) //:gxX17329930251 Titin (1016
AA) [Oryctolagus cuniculus]

95 1000 [:tremblX1733JOCTTNIB_1 product: “titin (1000 AA); Rabbit rabbit
mMRNA for titin (partial) (A-band) //:pironlj46521146521 titin - rabbit
(fragment)//:gPX17330930252 titin (1000 AA) [Oryctolagus
cuniculus]

95 572 [:tremblM97767SSTITIN_1 product: “titirf; Pig titin mRNA, partial pig
cds. //:gfM97767164693 titin [Sus scrofa]

94 541 [:tremblM98339OCTITN_1 product: “titiff; Oryctolagus cuniculus  rabbit
cytoskeletal titin mRNA, partial cds. //:[i98338165745 titin
[Oryctolagus cuniculus]

97 531 [:tremblX64699HSTITIN27_1 product: “titiff; H.sapiens titin gene  human
(subclone hum278+279) //:pf6469937191 titin [Homo sapiens]

95 531 [:tremblX64700MMTITIN_1 product: “titin”; M.musculus titin gene  mouse
/I:pironly|]S20900520900 titin - mouse (fragment)//{%6470054808
titin [Mus musculus]

90 393 [:trembIX59596OCTITIN_1 product: “titirf; Rabbit titin mMRNA rabbit
/I:pironly|S16844S16844 titin - rabbit (fragment)//:§(6959¢1723
titin [Oryctolagus cuniculus]

99 214 [:trembIX98114HSTITS_1 product: “titin Z-disg H.sapiens mRNA  human
for cardiac titin, clone ZisS

100 213 /:gPX981141508778 titin Z-disc [Homo sapiens] human

94 207 [:tremblL38717RNTITI_1 product: “titir’; Rattus norvegicus (clone 1)rat
titin mRNA, 5 end of cds. //:pironp56190A56190 titin - rat
(fragment)//:gfL.38717793757 titin [Rattus norvegicus]

96 164 /:tremblM95596OCTITINA_1 product: “titif’; Oryctolagus cuniculus rabbit
titin muscle protein mRNA, partial cds. //{y95596495066 titin
[Oryctolagus cuniculus]

100 98 /:pdbINCT|INCT titinfragment: n-terminally extended module m5; human

(connectin, nextm5)//:pdbNCU|LNCU titinfragment: n-terminally
extended module m5; (connectin, nextm5)
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Table 3.Continued

p (%) Length nrdb entry Species
100 97 /:pironly|S6366%$563665 titin protein - human (fragment) human
100 91 [:pdiL TNM|LTNM Titin module m5 (connectin) (NMR, minimized  human

average structure)//:pHINN|1TNN Titin module m5 (connectin)
(NMR, 16 structures)

96 89 LpdfLTITILTIT titin, i27(connectin i27, titin ig repeat 27)//: human
pdh1TIU[LTIU titin, i27(connectin, i27, titin ig repeat 27)
94 72 /:trembJU89530RNU89530_1 product: “titin protein homoldgRattus rat

norvegicus titin protein homolog mRNA, partial cds. //:
gplu8953(1881715 titin protein homolog [Rattus norvegicus]

92 63 [:tremblU8953JRNU89531_1 product: “titin protein homoldgRattus rat
norvegicus titin protein homolog mRNA, partial cds. //:
gplu895311881717 titin protein homolog [Rattus norvegicus]

93 60 /:trembl|D85838BTCON1_1 product: “connectin (titiii) Bovine DNA  cow
for connectin (titin), partial cds. //:dp858381395147 connectin (titin)
[Bos taurus]

97 60 /:tremblD85840SSCON3_1 product: “connectin(titif))Pig muscle pig
DNA for connectin(titin), partial cds. //:¢jp8584(1395166 connectin
(titin) [Sus scrofa]

98 51 [:tremblD85841SSCON4_1 product: “connectin(titif))Pig muscle pig
DNA for connectin(titin), partial cds. //:¢p858411395168 connectin
(titin) [Sus scrofa]

96 51 /:tremb|D85839BTCON2_1 product: “connectin (titiii) Bovine DNA  cow
for connectin (titin), partial cds. //:dp858391395149 connectin (titin)
[Bos taurus]

100 38 [:tremblX83270JHSTITINMP_1 gene: “titiri; H.sapiens mRNA for human
titin,partial CDS //:gpX83270602580 titin gene product [Homo
sapiens]

Sequence identitypf is with respect to the representative (human titin gene at the top). Merged duplicate entries from various databasessi&ddtaw
basdaccessiofidentifier definition/'.

Limitations ity threshold could be lowered slightly by using gapped tu-
ples (at the cost of increased memory consumption) or, if
A main purpose of having a reduced size database is to speethpositionally biased segments were masked [12], shorter
up searches with new query sequences. The speed-up is véihan decapeptides might be sufficiently selective in the first
able whenever there is a match to the query sequence in tiier [equation (4)]. The selectivity of the second filter
database, which will be most of the time. Whenever there jsquation (5)] could be increased by taking order constraints
not a match, one cannot be certain whether a marginal hit H@equence offsets) into account, as is done in Fasta (Pearson
been overlooked which would be picked up in the completand Lipman, 1988), Flash (Rigoutsos and Califano, 1994)
database, and users are advised to rerun the search agaiastcaBlast (Altschuét al, 1997).
complete database in these cases. However, due to natur@lepending on the application, one may want to use a
selection, proteins do not drift randomly in sequence spatigher or lower threshold to define redundancy. For
and, in practice, we expect the detection of marginal hits xample, SWIR13 (ftp://ftp.sanger.ac.uk/pub/databases/
be triggered by certain highly conserved regions present swir/) aims at 95% sequence identity and contains 154 000
every member of a protein family. sequences (with 16% redundancy remaining; release of 27
The representative set at the 90% sequence identity thregugust 1997). The OWL database is generated using more
old can be used as a starting point to further clustering of tisringent segment mismatch criteria and contains 190 000
sequence database which need not necessarily be in termserfuences (release of 17 August 1997). The curators of the
sequence identity. Using the present algorithm, it is impractOWL database particularly emphasize the validation of ac-
cal to lower the threshold much from 90%. Equations (4—%epted sequence entries in order to create a high-quality re-
show that complete peptide composition filters can only bplacement database (Bleasby and Wootton, 1990). Our
obtained for relatively high values@fThe sequence ident- method makes no effort to distinguish genuine biological
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variation from artefacts, as illustrated by the cluster of mantions, the most relevant one(s) while ignoring non-informa-
malian titin sequences (Talde However, with well-defined tive definitions. Here, we used a negative list of words for
datasets such as genomes, our algorithm can be used to sariusion (e.g. putative proteins or gene products composed
quickly for evolutionarily recent gene duplications, as in thef letters and numbers). The high-quality annotations of
yeast example (TabB, or to align the genomes of microbial Swissprot were given precedence over those from other data-
strains. bases. Any known structure (from the PDB) is also reported.
In building the representative set, we required that reduie look forward to applying more sophisticated methods for
dant sequences must be fully contained in the representatagtomatic annotation (Andrade and Valencia, 1997).
sequence. This ensures that the representative set contains at
least one example of all ‘unique’ sequence segments thAlE
occur in the original database. However, many representa-

tives may share regions of extremely high similarity, but emge thank Michael Scharf for discussion and earlier efforts

bedded in different sequences so that overall sequence idefibng these lines, and Christophe Leroy for database updates.
ity falls below the 90% threshold. In some cases, we see

abrupt changes between dissimilar and nearly identical seg-

ments which are suggestive of possible frameshifts in thReferences
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